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Abstract

We consider functional linear regression model with multivariate response and func-

tional predictors. The number of predictor curves can be small or large. Among all

possible dimension reduction (such as functional PCA and PLS), we aim to identify the

optimal one for estimation of regression function and prediction. The optimal dimen-

sion reduction depends on the distance in the Euclidean space where the multivariate

response takes values. We consider a general family of distances including the usual

Euclidean distance. For any distance in this family, we identify the optimal dimension

reduction and connect it to an optimization problem. Then we propose methods to

estimate the optimal dimension reduction, fit model and make prediction. When the

number of predictor curves is large, to improve estimation and prediction accuracy, we

need to restrict the number of predictor curves appearing in the final model. We pro-

pose a penalty which can achieve both sparsity and smoothness in the fitted model. We

provide the asymptotic results for the estimation and prediction error when both the

sample size and the number of predictive curves go to infinity. We propose algorithms

which can be applied to the models with thousands of predictive curves.

Key Words: functional linear regression; multivariate response; optimal dimension reduc-

tion, thousands of predictive curves.

Short Title: Functional regression with multivariate response

1 Introduction

In practice, multiple scalar variables and curve variables can be measured simultaneously.

For example, in the corn data explored in Section 6.1, the moisture, oil, protein and starch

values of corn sample are measured together with its near-infrared (NIR) spectrum curve.

People are interested in predicting the values of four variables based the NIR spectrum. So



in this paper, we consider the following functional linear regression model (in population

level) with multivariate response and functional predictors

Y = µ+

p∑
j=1

∫ 1

0

Xj(t)bj(t)dt+ ε = µ+

∫
B(t)TX(t)dt+ ε, (1.1)

where the response Y = (Y1, . . . , Ym)T is an m-dimensional random vector where correlations

usually exist between Yi’s. The functional predictor X(t) = (X1(t), . . . , Xp(t))
T is a vector

of p predictor curves which are all random functions and can be correlated. We will consider

the model with small and large number p of predictor curves separately. Without loss of

generality, we assume thatXj(t)’s are all defined in the interval [0, 1], and satisfy E[Xj(t)] = 0

for all 0 ≤ t ≤ 1 and 1 ≤ j ≤ p. The coefficient matrix B(t) = [b1(t), . . . ,bp(t)]
T is of

dimension p×m, where bj(t) = (bj1(t), . . . , bjm(t))T is the m-dimensional vector of coefficient

functions for Xj(t). In this paper, the integral of a vector or a matrix of functions is defined

element-by-element. So the integral
∫ 1

0
Xj(t)bj(t)dt in (1.1) is an m-dimensional vector with

the k-th coordinate equal to
∫ 1

0
Xj(t)bjk(t)dt. The two vectors, µ = (µ1, . . . , µm)T and

ε = (ε1, . . . , εm)T, represent the intercept and the random noise, respectively. We assume

that ε has mean zero and is independent of X(t), but allow the coordinates of ε to be

correlated.

When m = 1, (2.1) becomes the usual scalar-on-function linear regression model which

has received great interests and various techniques have been proposed. Ramsay and Dalzell

(1991), Cardot et al. (2003), Ramsay and Silverman (2005) and Goldsmith et al. (2011) esti-

mated the coefficient functions using basis functions such as B-splines, and imposing various

smoothing regularity. Silverman (1996), Cardot et al. (1999), Yao et al. (2005), Reiss and

Ogden (2007) and Delaigle and Hall (2012) proposed the functional principal component re-

gression (FPCR) and functional partial least squares (FPLS) approaches. These approaches

first perform functional dimension reduction and generate new scalar predictors in different

ways, and then fit the usual linear regression models with the original scalar response and

new scalar predictors. The methods above can be applied to the cases with a small number

p of predictor curves. When p is large, variable selection or sparsity regularity is usually

needed to improve fitting and prediction. Zhu and Cox (2009), Lian (2013) and Kong et al.

(2016) imposed the group Lasso or group SCAD penalty when regressing on the new saclar
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predictor variables created by FPCA for p > 1. Brown et al. (2001), Zhao et al. (2012), Zhao

et al. (2015) and Reiss et al. (2015) proposed wavelet-based methods. They first transform

the predictor curves to the wavelet space, and apply various variable selection mechanisms

to the transformed regression model.

The focus of this paper is the case of multivariate response (m > 1) in the model (2.1).

When m > 1, one can fit a separate scalar-on-function regression for each coordinate of Y

using the predictor X(t) with any scalar-on-function method reviewed above. However, this

approach ignores the correlation structure among the multivariate response, which can impair

the prediction accuracy and computational efficiency. As functional principal component

analysis (FPCA) and FPLS, our approach also first performs dimension reduction for the

functional predictor X(t). However, as described in Section 2.1, there are an infinite number

of ways to conduct dimension reduction. We will identify the optimal dimension reduction

in terms of estimating the regression function and prediction. Specifically, let µY|X ≡

E[Y|X1(t), . . . , Xp(t)] = µ +
∑p

j=1

∫
Sj
Xj(t)bj(t)

Tdt denote the regression function which

is a linear function of X(t) and is a random vector in Rm. To measure how well a dimension

reduction can approximate µY|X, we need to specify the distance in Rm. Although the usual

l2 distance is the most often used, other distances may be considered in some circumstances.

So we consider a general family of distances in Rm which includes the usual l2 and weighted

l2 distances. Given a distance in this family, we identify the optimal dimension reduction so

that the expected squared distance between it and µY|X is the smallest among all possible

dimension reductions given the same number of components. Moreover, the prediction error

for this optimal dimension reduction is the smallest among all possible dimension reductions.

The goodness of the approximation of the optimal dimension reduction to µY|X is affected by

the correlation between the coordinates in response Y = (Y1, . . . , Ym)T. Generally speaking,

when the correlations between Yj’s are stronger, fewer components are needed to provide

a good approximation to µY|X, which implies a smaller number of parameters needed to

be estimated and an possible improvement of estimation and prediction accuracy. Based

on the optimal dimension reduction, we first propose methods to fit the model and make

prediction for the case of small p. For a large p, we propose a simultaneous sparse-smooth

penalty incorporated into our estimation procedure to restrict the number of predictor curves
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appearing in the final model and take advantage of smoothness of the predictor curves. We

provide asymptotic results as both p and n go to infinity. We propose efficient algorithms

which can be applied to the models with thousands of predictor curves. Intensive simulation

studies and two real data analysis show good performance of our proposed methods.

The rest of the paper is organized as follows. We first introduce the optimal dimension

reduction and our method for the model (2.1) with one functional predictor in Section 2,

which can be extended to the case of a small number of functional predictors. In Section 3,

we consider the model with a large number of functional predictors and provide asymp-

totic results. The details of computation and choice of tuning parameters and number of

components are provided in Section 4. Simulation studies in various settings and real data

analysis are provided in Sections 5 and 6, respectively. We summarize this paper in Section

7 and provide all the proofs, the details of algorithms and additional formulas and figures in

supplementary materials.

2 Regression with a multivariate response and one

functional predictor

To simplify the presentation of our framework, we consider one predictor curve in this section,

and provide the results for multiple and high-dimensional functional predictors in Section 3.

When p = 1, the coefficient matrix B(t) in model (1.1) becomes an m-dimensional vector.

In this section, we use b(t) to denote the coefficient vector and write the model as

Y = µY|X + ε, where µY|X = µ+

∫ 1

0

X(t)b(t)dt (2.1)

is the m-dimensional regression function, and X(t) and ε both have mean zero and are

independent of each other.
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2.1 Optimal dimension reduction for estimation of regression

function and prediction

Two popular dimension reduction methods, FPCA and FPLS, in functional regression both

find a sequence of nonrandom functions (called components) {γ1(t), . . . , γK(t)} but in dif-

ferent ways, and generate scalar random variables Rk =
∫ 1

0
X(t)γk(t)dt for 1 ≤ k ≤ K,

where K is the number of components. Treating the Rk’s as new predictors, they conduct

linear regression of Y on the Rk’s and obtain a set of m-dimensional intercept and coeffi-

cient vectors, ν and {v1, . . . ,vK}. Then the regression function µY|X is approximated by

ν +
∑K

k=1 Rkvk = ν +
∫ 1

0
X(t){

∑K
k=1 γk(t)vk}dt. From this viewpoint, one may consider

a general dimension reduction procedure. Let K be a positive integer. Given an arbitrary

set of square integrable functions {γ1(t), . . . , γK(t)} and an arbitrary set of m-dimensional

vectors {ν,v1, . . . ,vK}, we define an approximation ν +
∫ 1

0
X(t){

∑K
k=1 γk(t)vk}dt to µY|X,

and predict the response variable as ν +
∫ 1

0
Xnew(t){

∑K
k=1 γk(t)vk}dt for a new observed

predictor curve Xnew(t). We want to find the optimal one among all such dimension reduc-

tion procedures in terms of approximation to µY|X and prediction. This depends on how

we define the distance in Rm. We consider a general family of distances which includes the

usual l2 and the weighted l2 distances. Let A be an m×m symmetric nonnegative definite

matrix. For any y,y′ ∈ Rm, we define the distance

‖y − y′‖A =
√

(y − y′)TA(y − y′). (2.2)

When A is the identity matrix or a diagonal matrix with positive diagonal entries, the

distance is the usual l2 and the weighted l2 distance, respectively. We allow A to be rank

deficient. For example, let y = (y1, . . . , ym)T denotes the scores of m subjects of a student in

a semester. If we want to use the difference of the averaged scores of two students to measure

the distance between the two students, then we consider the matrix A with all entries equal

to m−2 which leads to the distance ‖y − y′‖A = |
∑m

i=1 yi/m −
∑m

i=1 y
′
i/m|. Given A and

the number K of components, we provide the optimal dimensional reduction. Let αk(t),

1 ≤ k ≤ K, be the first K generalized eigenfunctions of the following generalized eigenvalue
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problem,

max
α(t)

∫ 1

0

∫ 1

0

α(s)ΓA(s, t)α(t)dsdt, subject to

∫ 1

0

∫ 1

0

α(s)Σ(s, t)α(t)dsdt = 1

and

∫ 1

0

∫ 1

0

αk′(s)Σ(s, t)α(t)dsdt = 0, 1 ≤ k′ ≤ k − 1, (2.3)

where Σ(s, t) = E[X(s)X(t)] is the covariance function of X(t) and

ΓA(s, t) =

∫ 1

0

∫ 1

0

Σ(s, s′)b(s′)TAb(t′)Σ(t′, t)ds′dt′. (2.4)

Since A symmetric nonnegative definite, ΓA(s, t) is also symmetric and the eigenvalues of

(2.3) are all nonnegative. We next define a set of m-dimensional vectors:

wk =

∫ 1

0

∫ 1

0

αk(s)Σ(s, t)b(t)dsdt, 1 ≤ k ≤ K. (2.5)

In the following theorem, we show that the sets {αk(t) : 1 ≤ k ≤ K} and {µ,wk : 1 ≤ k ≤

K} lead to the optimal dimensional reduction.

Theorem 2.1. Let ‖ · ‖A be the distance defined in (2.2). Let σ2
1 ≥ · · · ≥ σ2

K0
> 0 be all the

positive eigenvalues of the problem (2.3), where K0 ≤ rank(A) ≤ m. For any 1 ≤ K ≤ K0,

we have the following results.

(1). The vector µ +
∫ 1

0
X(t){

∑K
k=1 αk(t)wk}dt is the best approximation to the regression

function µY|X in the sense that

E

∥∥∥∥∥µY|X − µ−
∫ 1

0

X(t)

{
K∑
k=1

αk(t)wk

}
dt

∥∥∥∥∥
2

A

 =

K0∑
k=K+1

σ2
k (2.6)

= min
ν,γk(t),vk,

1≤k≤K

E

∥∥∥∥∥µY|X − ν −
∫ 1

0

X(t)

{
K∑
k=1

γk(t)vk

}
dt

∥∥∥∥∥
2

A

 ,

where the minimum is taken over all square integrable functions γk(t)’s and all m-dimensional

vectors ν and vk’s.

(2). For a new observation (Xnew(t),Ynew), the predicted response vector given by µ +∫ 1

0
Xnew(t){

∑K
k=1 αk(t)wk}dt has the smallest prediction error:

E

∥∥∥∥∥Ynew − µ−
∫ 1

0

Xnew(t)

{
K∑
k=1

αk(t)wk

}
dt

∥∥∥∥∥
2

A

 =

K0∑
k=K+1

σ2
k + E[‖ε‖2

A] (2.7)

= min
ν,γk(t),vk,

1≤k≤K

E

∥∥∥∥∥Ynew − ν −
∫ 1

0

Xnew(t)

{
K∑
k=1

γk(t)vk

}
dt

∥∥∥∥∥
2

A

 .
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(3). When A is the identity matrix, σ2
k’s and wk’s are also the eigenvalues and eigenvectors

of the covariance matrix of µY|X, respectively.

Theorem 2.1 shows that given the number K of components, the goodness of the approx-

imation of µ+
∫ 1

0
X(t)

{∑K
k=1 αk(t)wk

}
dt to µY|X can be measured by the sum of all σ2

k’s

except the first K eigenvalues. Therefore, the faster is the decay of σ2
1 ≥ σ2

2 ≥ · · · , a smaller

number K of components is needed to provide an adequate approximation to µY|X. The

decay rate of σ2
k’s is affected by the correlation between the coordinates in µY|X. Generally

speaking, stronger correlations between the coordinates in µY|X lead to a faster decrease of

σ2
k. As an example, let m = 20 and A be the identity matrix. By Theorem 2.1(3), σ2

k’s are

also the eigenvalues of the covariance matrix of µY|X. We consider two cases of covariance

matrix for µY|X. In the first case, the (i, j)-th entry of the covariance matrix of µY|X is ρ|i−j|;

in the second case, the diagonal elements of the covariance matrix are equal to 1 and the

off-diagonal elements are equal to ρ, for −1 ≤ ρ ≤ 1. A larger absolute value of ρ indicates

stronger correlation between the coordinates of µY|X. We plot the relative approximation

errors,
∑m

k=K+1 σ
2
k/
∑m

k=1 σ
2
k, versus K in Figure 1, which shows that a larger absolute value

of ρ leads to a faster decay of the relative approximation error in both cases.
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Figure 1: Two examples for the relative approximation errors of the optimal dimension
reduction versus the number K of components, where different values of ρ (that is, different
correlation levels) are considered. The left plot is for the covariance matrix of µY|X with

the (i, j)-th entry equal to ρ|i−j|; the right plot is for the covariance matrix with diagonal
elements equal to 1 and off-diagonal elements equal to ρ.

If the matrix A in the distance ‖·‖A has full rank, we can do the transformation Z = A1/2Y

7



and use Z as the response vector to fit the model with the usual l2-distance. Multiplying

A−1/2 to the fitted value of Z, we can obtain the fitted value for Y. But if A is not full rank,

because A−1/2 does not exist, we cannot obtain fitted values of Y from those of Z.

As in FPCA and FPLS, we create new scalar predictors

Tk =

∫ 1

0

X(t)αk(t)dt, 1 ≤ k ≤ K. (2.8)

Based on the constraints in (2.3), these new scalar predictors are uncorrelated random vari-

ables and all have mean zero and variance one. A simple corollary of Theorem 2.1 is that

E

∥∥∥∥∥Y − µ−
K∑
k=1

Tk(t)wk

∥∥∥∥∥
2

A

 = min
ν,vk,

1≤k≤K

E

∥∥∥∥∥Y − ν −
K∑
k=1

Tk(t)vk

∥∥∥∥∥
2

A

 , (2.9)

where the minimum is taken over all m-dimensional vectors ν and vk’s. So (2.9) suggests

that in practice, we can regress the response Y on the estimates of Tk’s using least squares

based on the distance ‖ · ‖A, and the obtained coefficients are the estimates of wk’s.

2.2 Estimation of αk(t)’s and wk’s

Suppose that we have n independent samples from the model (2.1). For 1 ≤ ` ≤ n, let

Y` = (Y`1, . . . , Y`m) and X`(t) denote the `-th response vector and the `-th predictor curve,

respectively. As αk(t)’s are eigenfunctions of the generalized eigenvalue problem (2.3), we

first provide estimates of the functions Σ(s, t) and ΓA(s, t) in (2.3), and then use them to build

a generalized eigenvalue problem to estimate αk(t)’s. The covariance function Σ(s, t) is esti-

mated by the sample covariance function Σ̂(s, t) =
∑n

`=1

{
X`(s)−X(s)

}{
X`(t)−X(t)

}
/n.

We estimate the function ΓA(s, t) by

Γ̂A(s, t) =
1

n2

[
n∑
l=1

{
Xl(s)−X(s)

}
{Yl −Y}

]
A

[
n∑

`′=1

{Y`′ −Y}T
{
X`′(t)−X(t)

}]
, (2.10)

where X(t) and Y are the mean predictor curve and the mean response vector, re-

spectively. To see that Γ̂A(s, t) is an estimate of ΓA(s, t), we can express Γ̂A(s, t) as∫ 1

0

∫ 1

0
Σ̂(s, s′)b(s′)Ab(t′)TΣ̂(t′, t)ds′dt′ plus a term which converges to zero as n → ∞. Our
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estimate α̂k(t) of αk(t) is the solution to

max
α(t)

∫ 1

0

∫ 1

0
α(s)Γ̂A(s, t)α(t)dsdt∫ 1

0

∫ 1

0
α(s)Σ̂(s, t)α(t)dsdt+ P (α)

, subject to

∫ 1

0

∫ 1

0

α(s)Σ̂(s, t)α(t)dsdt = 1

and

∫ 1

0

∫ 1

0

α̂k′(s)Σ̂(s, t)α(t)dsdt = 0, 1 ≤ k′ ≤ k − 1, (2.11)

where P (α) = τ
(
‖α‖2

L2 + η‖α′′‖2
L2

)
is a penalty, α′′(t) represents the second derivative of

α(t), and ‖ · ‖L2 represents the L2 norm of a function. In P (α), the term τη‖α′′‖2
L2 is the

usual smoothness penalty. The term τ‖α‖2
L2 controls the norm of the fitted curve α̂k(s) and

can be viewed similar to the ridge penalty for the classic linear regression model. As Σ̂(s, t)

is estimated from samples with finite number of observations, it has only finite number of

positive eigenvalues. So without penalty, α̂k(t) can have a much larger norm than αk(t).

The penalty τ‖α‖2
L2 has the shrinkage effect and can avoid this kind of overfitting. The

parameter η tunes the relative importance between ‖α‖2
L2 and ‖α′′‖2

L2 , and ‖α‖2
L2 + η‖α′′‖2

L2

can be viewed as a squared Sobolev-norm (Adams and Fournier, 2003).

Suppose that we have obtained the first K estimates α̂k(t), 1 ≤ k ≤ K, where the choice

of the number of components K will be discussed in Section 4.2. We next estimate the

observations of new scalar predictors Tk’s defined in (2.8): T̂`,k =
∫ 1

0
{X`(t)−X(t)}α̂k(t)dt,

1 ≤ ` ≤ n and 1 ≤ k ≤ K. Let T̂k = (T̂1,k, . . . , T̂n,k)
T. Based on the discussion after (2.9),

we get the estimates {µ̂, ŵ1, . . . , ŵK} of {µ,w1, . . . ,wK} by regressing Y`’s on T̂1, · · · , T̂K

using the least squares method with ‖ · ‖A distance. Specifically, {µ̂, ŵ1, . . . , ŵK} is the

solution to

min
ν,vk,1≤k≤K


n∑
`=1

∥∥∥∥∥Y` − ν −
K∑
k=1

T̂`,kvk

∥∥∥∥∥
2

A

 , (2.12)

where the minimum is taken over all m-dimensional vectors ν and vk’s. The following

theorem provides an explicit solution to (2.12).

Theorem 2.2. The least squares estimates of ν and wk’s under the ‖·‖A distance by solving

the problem (2.12) are

µ̂ = Y, and ŵk =
1

n

n∑
`=1

T̂`,kY`, 1 ≤ k ≤ K, (2.13)

respectively.
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Finally, we estimate µY|X by µ̂Y|X = µ̂ +
∫ 1

0
X(t){

∑K
k=1 α̂k(t)ŵk}dt. Given a new

observation Xnew(t) of the functional predictor, we predict the response vector as Ypred =

µ̂+
∫ 1

0
Xnew(t){

∑K
k=1 α̂k(t)ŵk}dt.

3 Regression with a multivariate response and a large

number of functional predictors

In this section, we consider the model (1.1) with p > 1 or even p � n. We first generalize

the optimal dimension reduction to the case of p > 1 and describe our estimation method in

Section 3.1, and then provide the asymptotic results in Section 3.2.

3.1 Estimation procedure

For multiple functional predictors, the dimension reduction finds a sequence {γ1(t), . . . ,γK(t)},

where each γk(t) = (γk1(t), . . . , γkp(t))
T is a p-dimensional vector of functions, and a set of

m-dimensional vectors {ν,v1, . . . ,vK}, and approximate the regression function µY|X by

ν +
∑p

j=1

∫ 1

0
Xj(t){

∑K
k=1 γkj(t)vk}dt. Given a new pair (Xnew(t),Ynew) from the model

(1.1), the response is predicted by ν +
∑p

j=1

∫ 1

0
Xnew,j(t){

∑K
k=1 γkj(t)vk}dt.

To find the optimal dimension reduction for model (1.1) when p > 1, we define two p× p

matrices

Σ(s, t) = E[X(s)X(t)T], ΓA(s, t) =

∫ 1

0

∫ 1

0

Σ(s, s′)B(s′)AB(t′)TΣ(t′, t)ds′dt′, (3.1)

which respectively generalize the scalar functions Σ(s, t) and ΓA(s, t) in Section 2.1. Here

Σ(s, t) is the matrix of covariance functions of X(t). Let αk(t) = (αk1(t), . . . , αkp(t))
T,

1 ≤ k ≤ K, denote the first K eigenfunctions of the following generalized eigenvalue problem:

max
α(t)

∫ 1

0

∫ 1

0

α(s)TΓA(s, t)α(t)dsdt, subject to

∫ 1

0

∫ 1

0

α(s)TΣ(s, t)α(t)dsdt = 1

and

∫ 1

0

∫ 1

0

αk′(s)
TΣ(s, t)α(t)dsdt = 0, 1 ≤ k′ ≤ k − 1, (3.2)
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where the maximum is taken over all p-dimensional vectors of functions. Define the m-

dimensional vectors

wk =

∫ 1

0

∫ 1

0

B(t)TΣ(s, t)αk(s)dsdt, 1 ≤ k ≤ K. (3.3)

As in Theorem 2.1, we can show that µ +
∑K

k=1

{∫ 1

0
X(t)Tαk(t)dt

}
wk is the optimal di-

mension reduction.

Let Y` = (Y`1, . . . , Y`m)T and X`(t) = (X`1(t), . . . , X`p(t))
T, 1 ≤ l ≤ n, be n independent

samples from the model (1.1). We estimate the matrices Σ(s, t) and ΓA(s, t) by

Σ̂(s, t) =
1

n

n∑
`=1

{
X`(s)−X(s)

}{
X`(t)−X(t)

}T
, (3.4)

Γ̂A(s, t) =
1

n2

[
n∑
l=1

{
Xl(s)−X(s)

}
{Yl −Y}T

]
A

[
n∑
`=1

{Y` −Y}
{
X`(t)−X(t)

}T

]
,

respectively, where X(t) =
∑n

`=1 X`(t)/n. Our estimate α̂k(t) is the solution to the following

penalized generalized eigenvalue problem which is an approximation to (3.2):

max
α(t)

∫ 1

0

∫ 1

0
α(s)TΓ̂A(s, t)α(t)dsdt∫ 1

0

∫ 1

0
α(s)TΣ̂(s, t)α(t)dsdt+ P (α)

, subject to

∫ 1

0

∫ 1

0

α(s)TΣ̂(s, t)α(t)dsdt = 1

and

∫ 1

0

∫ 1

0

α̂k′(s)
TΣ̂(s, t)α(t)dsdt = 0, 1 ≤ k′ ≤ k − 1, (3.5)

where P (α) is the penalty imposed on α(s). When the number p of predictor curves is

relative small, (a rule of thumb is p ≤ 5), we consider the following penalty which is a direct

extension of that in (2.11):

P (α) = τ

p∑
j=1

‖αj‖2
η, (3.6)

where ‖αj‖2
η = ‖αj‖2

L2 + η‖α′′j‖2
L2 is a squared Sobolev-norm.

When p is large, from both theoretical and practical perspectives, we need to consider

sparsity regularity and select a small number of predictor curves in the final model. We

provide the asymptotic results in Section 3.2. Our empirical experience shows that when

p > 5, sparsity regularity can lead to improvement of prediction accuracy in our approach.

We will employ the idea of l1 penalty in multivariate regression with high-dimensional scalar
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predictors to control the sparsity of coefficient vectors. We extend the l1 penalty for vectors

of scalars to vectors of functions. For a vector α(t) = (α1(t), · · · , αp(t))T of functions, we

define an l1 type norm,
∑p

j=1 ‖αj‖η, and propose the following simultaneous sparse-smooth

penalty

P (α) = τ

(1− λ)

(
p∑
j=1

‖αj‖2
η

)
+ λ

(
p∑
j=1

‖αj‖η

)2
 , (3.7)

where τ ≥ 0, 0 ≤ λ ≤ 1 and η ≥ 0 are tuning parameters. The penalty in (3.7) is similar to

the elastic-net penalty in high-dimehsinal regression with the l2 part,
∑p

j=1 ‖αj‖2
η, and the l1

part,
(∑p

j=1 ‖αj‖η
)2

. Here we use the squared term
(∑p

j=1 ‖αj‖η
)2

instead of
∑p

j=1 ‖αj‖η in

the l1 part to ensure the scale-invariant property of the objective function, which is necessary

for our algorithm. The η is used to tune the proportions of the l2 and l1 parts.

Although the penalty in (3.6) is a special case of that in (3.7) with λ = 0, the algorithms

for solving (3.5) with penalty (3.6) and solving (3.5) with penalty (3.7) are completely

different. As described in Section 4, for penalty (3.6), the problem (3.5) can be transformed

to a multivariate generalized eigenvalue problem when we represent αj(t)’s using B-spline

basis, and then can be easily solved. However, with the l1 type of penalty introduced, the

problem (3.5) with penalty (3.7) cannot be solved by using the usual generalized eigenvalue

problem and other usual optimization methods, so we develop a specific algorithm to solve

it in Section 4.

Suppose we have obtained the estimates α̂k(t), 1 ≤ k ≤ K. Then we define new

scalar predictors: T̂k =
( ∫ 1

0
{X1(t) − X(t)}Tα̂k(t)dt, . . . ,

∫ 1

0
{Xn(t) − X(t)}Tα̂k(t)dt

)T
,

and obtain the estimates µ̂ and ŵk’s using the same method as in Section 2. Fi-

nally, we estimate µY|X by µ̂Y|X = µ̂ +
∑K

k=1

[∫ 1

0
{X(t)−X(t)}Tα̂k(t)dt

]
ŵk. Given a

new observation Xnew(t) of the functional predictors, we predict the response vector as

Ypred = µ̂+
∑K

k=1

[∫ 1

0
{Xnew(t)−X(t)}Tα̂k(t)dt

]
ŵk.

12



3.2 Asymptotic results

We consider the asymptotic results as both the sample size n and the number p of predictive

curves go to infinity. The dimension m of the response vector Y is fixed. Let

Y = [Y1, . . . ,Yn]T, X(t) = [X1(t), . . . ,Xn(t)]T, E = [ε1, . . . , εn]T

be the n × m response matrix, the n × p matrix of predictor curves and the n × m noise

matrix. The sample version of model (1.1) can be written as

Y = F + E, where F = 1nµ
T +

∫ 1

0

X(t)B(t)dt, (3.8)

where F is an n ×m matrix of values of regression function for n sample. As described in

Section 3.1, F is estimated by

F̂ = 1nµ̂
T +

K∑
k=1

[∫ 1

0

{
X(t)− 1nX(t)T

}
α̂k(t)dt

]
ŵk. (3.9)

To simplify presentation, we assume that A in (2.2) is the identity matrix. Then the distance

‖y − y′‖A defined in (2.2) becomes the Euclidean distance ‖y − y′‖2, and correspondingly,

we use ‖F̂ − F‖F to measure the estimation error, where ‖ · ‖F is the Frobenius norm of a

matrix which equals the square root of sum of all squared entries of the matrix. We will

provide a convergence rate for ‖F̂−F‖2
F/n. Moreover, let Xnew(t) be a new observation of the

predictive curves independent of X and E, and Ynew = µ+
∫ 1

0
B(t)TXnew(t)dt+ εnew be the

corresponding new response vector, where the noise εnew is independent of Xnew(t), X and

E. Our predicted response vector is Ypred = µ̂ +
∑K

k=1

[∫ 1

0
{Xnew(t)−X(t)}Tα̂k(t)dt

]
ŵk.

We will also provide a convergence rate for the prediction error ‖Ypred −Ynew‖2.

We have two regularity conditions.

(C1). For any integer l ≥ 2,

E[‖ε‖2l
2 ] ≤ l!2l−1(σ2

ε )
l, max

n
max
0≤t≤1

max
1≤j≤p

E[Xj(t)
2l] ≤ l!2l−1,

where σ2
ε is the sum of the variances of all the coordinates of ε.

The first inequality in (C1) holds for any multivariate normal distribution (Lemma S.1 in

Supplementary Material) and σ2
ε is a measure of the noise level. The second inequality in
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(C1) holds if Xj(t) is a Gaussian process with variance not larger than one for any 1 ≤ j ≤ p

and 0 ≤ t ≤ 1. If the variance of the Gaussian process Xj(t) is greater than one at some t,

we can scale Xj(t) to have variance not larger than one and correspondingly scale B(t) to

keep the model unchanged, and our main results still hold for the scaled Xj(t)’s and B(t).

Define an l1 type norm for the coefficient matrix B(t) = [b1(t), . . . ,bp(t)]
T,

‖B‖L2,1 =

p∑
j=1

‖bj‖L2,2, where ‖bj‖L2,2 =

√√√√ m∑
i=1

‖bji‖2
L2 ,

which measures the sparsity of {b1(t), . . . ,bp(t)}. The following condition imposes restric-

tions on the increase rates of p, ‖B‖L2,1 and σ2
ε as n→∞.

(C2). limn→∞

√
log p
n

= 0, and limn→∞

{
(σε)

2 + ‖B‖2
L2,1

}√
log p
n

= 0.

Therefore, the number p of predictive curves can be much larger than n, but should increase

slower than the exponential of n. Both the noise level and the sparsity ‖B‖2
L2,1 of coefficient

functions should increase slower than
√
n/ log p.

We also need to provide the theoretical choice of the number K of components. From

Theorem 2.1, the approximation error to µY|X of the optimal dimension reduction with K

components is
∑

k>K σ
2
k. So we only need to estimate the first few components with relatively

large σ2
k. We determine K by

K = max

{
k : σ2

k ≥ δ
(
σ2
ε + ‖B‖2

L2,1

)√ log p

n

}
, (3.10)

for a constant δ not depending on n. Note that by Theorem 2.1, K ≤ K0 ≤ m, where K0 is

the number of positive σ2
k’s.

Theorem 3.1. Assume that conditions (C1) and (C2) hold. Suppose that the number K of

components is chosen based on (3.10) with δ large enough, and the tuning parameters satisfy

τ = M

√
log p

n
, λ0 ≤ λ ≤ 1, 0 ≤ η ≤ min

1≤k≤K
{‖αk‖2

L2,1
/‖(αk)′′‖2

L2,1
}, (3.11)

where λ0 is any constant in (0, 1) and M is a constant large enough. Both λ0 and M do not

depend on n. Suppose that there exists a constant c1 > 0 not depending on n, such that

σ2
k − σ2

k+1

σ2
k

≥ c1, for all n and 1 ≤ k ≤ K. (3.12)
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Then for any n ≥ 1, there exists an event Ωn with P (Ωn) ≥ 1− 12p−1, such that in Ωn, we

have

1

n
‖F̂− F‖2

F ≤ D1

{
(σε)

2 + ‖B‖2
L2,1

}√ log p

n
, (3.13)

E
[
‖Ypred −Ynew‖2

2|X,Y
]
≤ D2

{
(σε)

2 + ‖B‖2
L2,1

}√ log p

n
, (3.14)

where D1 and D2 are constants not depending on n.

The constant λ0 can be any value between 0 and 1. Therefore, the choice of the tuning

parameter λ is arbitrary as long as it is bounded away from zero and does not affect the

convergence rates of the upper bounds in (3.13) and (3.14). These convergence rates implies

that lower noise levels and sparser functional coefficient matrix can lead to better estimation

and prediction accuracy for our methods.

4 Computational issues

In this section, we will discuss the details of solving the optimization problem (3.5) and the

selection of the tuning parameters and the number of components in practice.

4.1 Solving the optimization problem (3.5)

We express α(t) = (α1(t), . . . , αp(t))
T using basis expansion, and transform (3.5) to an

optimization problem of the expansion coefficients. Let Θ(t) = (θ1(t), . . . , θL(t))T be a vector

of L basis functions in [0, 1]. Let αj(t) = cT
j Θ(t) be the expansion of αj(t) with coefficient

vector cj = (cj1, . . . , cjL)T, 1 ≤ j ≤ p. Then the numerator of the objective function in (3.5)

can be represented as a quadratic function of cj’s:∫ 1

0

∫ 1

0

α(s)TΓ̂A(s, t)α(t)dsdt =

p∑
i=1

p∑
j=1

cT
i Φijcj, (4.1)

where Φij =
1

n2

[
n∑
`=1

∫ 1

0

Θ(s)
{
X`i(s)−X i(s)

}
ds(Y` −Y)T

]

× A

[
n∑
`=1

(Y` −Y)

∫ 1

0

Θ(t)T
{
X`j(t)−Xj(t)

}
dt

]

15



is an L× L matrix. Similarly, the first term in the denominator of the objective function in

(3.5) can also be represented as a quadratic function of the basis coefficients cj’s,∫ 1

0

∫ 1

0

α(s)TΣ̂(s, t)α(t)dsdt =
n∑
`=1

[
p∑
j=1

cT
j v`j

]2

, (4.2)

where v`j =
∫ 1

0
Θ(t)

{
X`j(t)−Xj(t)

}
dt/
√
n is an L-dimensional vector. To represent the

penalty terms, we write the norms in (3.6) and (3.7) as

‖αj‖2
η = ‖αj‖2

L2 + η‖α′′j‖2
L2 =

∫ 1

0

αj(t)
2dt+ η

∫ 1

0

α′′j (t)
2dt = cT

j (K + ηJ)cj,

where K =
∫ 1

0
Θ(t)Θ(t)Tdt and J =

∫ 1

0
Θ′′(t)Θ′′(t)Tdt.

Now we propose algorithms for (3.5) with penalty (3.6) and penalty (3.7), respectively.

(1). Solving (3.5) with penalty (3.6).

The penalty (3.6) can be expressed as

P (α) = τ

{
p∑
j=1

cT
j (K + ηJ)cj

}
(4.3)

Define an Lp-dimensional vector C = (cT
1 , . . . , c

T
p )T by concatenating the cj’s. Then (3.5)

with penalty (3.6) can be expressed as a usual generalized eigenvalue problem for the vector

C as follows. Suppose that we have obtained the estimates Ĉk′ , 1 ≤ k′ < k, for the first

k − 1 components. The k-th estimate Ĉk is the solution to

max
C

CTΦC

CTΛC
, subject to CTΞC = 1 and ĈT

k′ΞC = 0 for all 1 ≤ k′ < k, (4.4)

where Φ, Λ and Ξ are symmetric blockwise Lp × Lp matrix defined as follows with block

size L × L. For 1 ≤ i, j ≤ p, the (i, j)-th block of Φ and Ξ equal to Φij defined in (4.1)

and
∑n

`=1 v`iv
T
`j, respectively. The i-th diagonal block of Λ is

∑n
`=1 v`iv

T
`i + τ(K + ηJ) and

the (i, j)-th off-diagonal block is
∑n

`=1 v`iv
T
`j, for 1 ≤ i 6= j ≤ p. Let P be an Lp × (k − 1)

matrix with orthonormal columns obtained by applying the Gram-Schmidt process to or-

thonormalize the vectors ΞĈ1, . . . ,ΞĈk−1. Let D̂ be the first eigenvector of the matrix

{I− P}Λ−1/2ΦΛ−1/2 {I− P}, where I is the Lp× Lp identity matrix. Then Ĉk′ = Λ−1/2D̂

is the solution to (4.4). We evenly partition Ĉk′ into p block: Ĉk′ = (ĉT
1 , . . . , ĉ

T
p )T, where

ĉj’s are all L-dimensional vectors. Then the estimate of αk is given by α̂k = (α̂k1, . . . , α̂kp)
T,
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where α̂kj = ĉT
j Θ(t).

(2). Solving (3.5) with penalty (3.7).

With the penalty (3.7) which includes the l1 type of norm, the problem (3.5) cannot

be transformed to a usual generalized eigenvalue problem of the basis coefficient vectors as

above. We sketch a new algorithm in the following and provide details in Supplementary

Material. The penalty (3.7) can be expressed as

P (α) = τ

(1− λ)

{
p∑
j=1

cT
j (K + ηJ)cj

}
+ λ

{
p∑
j=1

√
cT
j (K + ηJ)cj

}2
 . (4.5)

Consider the Cholesky Decomposition K+ηJ = RTR, where R is an invertible L×L upper

triangular matrix. Let dj = Rcj and D = [d1, . . . ,dp] be an L × p matrix. We represent

(3.5) as an optimization problem of dj’s. Suppose that we have obtained the first k estimates

D̂k′ = [d̂k′1, . . . , d̂k′p], then the k-th estimate D̂k = [d̂k1, . . . , d̂kp] of (3.5) with penalty (3.7)

is the solution to

max
D=[d1,...,dp]

∑p
i=1

∑p
j=1 dT

i Ψijdj∑n
`=1

(∑p
j=1 dT

j z`j

)2
+ τ

{
(1− λ)

∑p
j=1 ‖dj‖22 + λ

(∑p
j=1 ‖dj‖2

)2
} , (4.6)

subject to

n∑
`=1

 p∑
j=1

dT
j z`j

2

= 1, and

n∑
`=1

 p∑
j=1

dT
j z`j

 p∑
j=1

d̂T
k′jz`j

 = 0 for k′ < k,

where Ψij = (R−1)TΦijR
−1, z`j = (R−1)Tv`j, and the maximum is taken over all possible

L× p matrices D. Let ĉkj = R−1d̂kj for 1 ≤ j ≤ p. Then α̂k(t) = (ĉT
k1Θ(t), . . . , ĉT

kpΘ(t))T is

the estimate of αk(t) for 1 ≤ k ≤ K.

To solve (4.6), for any two L × p matrices, D = [d1, . . . ,dp] and U = [u1, . . . ,up], we

define the inner product

〈D,U〉 =

p∑
j=1

dT
j uj =

p∑
j=1

L∑
i=1

dijuij. (4.7)

Define an operator Ψ which transforms any L×p matrix D to another L×p matrix denoted

by ΨD =
[∑p

j=1 Ψ1jdj, . . . ,
∑p

j=1 Ψpjdj

]
, where Ψij is the L×L matrix in (4.6). Then the

numerator in (4.6) can be expressed as
∑p

i=1

∑p
j=1 dT

i Ψijdj = 〈D,ΨD〉. For the denominator

in (4.6), let Z` = [z`1, . . . , z`p] for 1 ≤ ` ≤ n. Define h(D) =
∑n

`=1

(∑p
j=1 dT

j z`j

)2

=
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∑n
`=1〈D,Z`〉2, and Pλ(D) = (1−λ)

∑p
j=1 ‖dj‖2

2+λ
(∑p

j=1 ‖dj‖2

)2

. The optimization problem

(4.6) can be expressed as

max
D

〈D,ΨD〉
h(D) + τPλ(D)

, subject to h(D) = 1, 〈D,Lk′〉 = 0 for k′ < k, (4.8)

where Lk′ = [
∑n

`=1 z`1
∑p

i=1 d̂T
k′iz`i, . . . ,

∑n
`=1 z`p

∑p
i=1 d̂T

k′iz`i] for 1 ≤ k′ < k. Note that

solving (4.8) is equivalent to solving the following problem,

max
D
〈D,ΨD〉, subject to h(D) + τPλ(D) = 1, 〈D,Lk′〉 = 0 for k′ < k. (4.9)

Let D̃k be the solution to (4.9). Then D̂k = D̃k/

√
h(D̃k) is the solution to (4.8). To solve

(4.9), we propose an iterative algorithm which can be viewed as a generalized power method

(the usual power method is used to calculate the largest eigenvalue in an eigenvalue problem).

Algorithm 4.1. (For solving (4.9))

1. Choose an initial L × p matrix D(0) = [d
(0)
1 , · · · ,d(0)

p ] such that ΨD(0) is not a zero

matrix.

2. Iteratively compute D(1),D(2), . . . , until convergence as follows: for any i ≥ 1, if we

have obtained D(i−1), then D(i) is the solution to

max
D

〈D,ΨD(i−1)〉, (4.10)

subject to h(D) + τPλ(D) = 1, 〈D,Lk′〉 = 0, 1 ≤ k′ ≤ k − 1.

3. Let D̃k be the limit of the sequence D(1),D(2), . . .. Then D̃k is the solution to (4.9), and

D̂k = D̃k/

√
h(D̃k) is the solution to (4.6).

The key step of Algorithm 4.1 is solving (4.10). The details of algorithms for solving

(4.10) is described in Section S.2 of Supplementary Material.

4.2 Choice of the number of components and tuning parameters

We choose the optimal number of components K̂opt and the optimal values of tuning pa-

rameters simultaneously based on a cross-validation procedure. In simulation studies and
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real data analysis, we use five-fold CV procedure. As the usual CV procedure, we partition

all observations into five subsets. Each time we use one subset as validation set and all the

other observations as training set. For each combination of the number of components and

the values of tuning parameters, we fit the model using the training set and calculate the

validation error using the fitted model and validation set. After repeating the procedure over

all five subsets, we add the five validation errors and choose the combination of the number of

components and the values of tuning parameters with the smallest sum of validation errors.

Below we specify the range of values of tuning parameters and the numbers of components

from which we choose the optimal values.

When penalty (3.6) is used, there are only two tuning parameters, τ and η. We choose τ

from the set {10−7, 10−4, 1} and η from {10−9, 10−6, 10−3, 1, 103}. We choose optimal values

for the pair (τ, η) from all 15 combinations of the values in the two sets.

When penalty (3.7) is used, there are three tuning parameters, τ , λ and η. In the penalty

P (α), the term
(∑p

j=1 ‖αj‖η
)2

plays the main role of variable selection. This term is tuned

by τλ. Therefore, roughly speaking, the effect of the pair (τ, λ) on variable selection mainly

depends on τλ and thus a small τ with a large λ has a similar effect as that of a large τ with a

small λ. Hence, to improve the computational efficiency, we do not consider all possible pairs

of (τ, λ) in a two-dimensional grid. Instead, we will select them from a set of pairs where

with the increasing of τ , the value of λ also increases. Specifically, we choose the paired-value

for (τ, λ) from the set {(10−3, 0.1), (10−2, 0.2), (10−1, 0.3), (1, 0.4)}. The smoothness tuning

parameter η is chosen from {10−7, 10−5, 10−3}. We choose optimal values for (τ, λ, η) from

all 12 combinations of the values in these two sets.

Finally, we need to determine the range for the number of components. Theorem 2.1(1)

shows that approximation error of the optimal dimension reduction with K components

is equal to
∑

k>K σ
2
k, which suggests us to only consider the first few components with

relatively large values of σ2
k. In practice, σ2

k can be estimated by the maximum value σ̂2
k of

the optimization problem (3.5). Hence, we only compute the first few components with large

values of σ̂2
k. Specifically, let

K̂max = min

{
k > 1 :

σ̂2
k

σ̂2
1 + · · ·+ σ̂2

k

≤ 0.01

}
. (4.11)
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We only calculate the first K̂max components and choose the optimal number of components

from {1, 2, . . . , K̂max}, together with the optimal values of tuning parameters, using the

cross-validation described above.

5 Simulation studies

We evaluate the predictive performance of our proposed methods in three sets of simula-

tions. In Simulation 1, we consider one predictive curve (p = 1), and compare our methods

with the penalized functional regression with B-spline basis (pfr), the functional principal

component analysis regression (fpcr), the functional partial least squares regression (fpls).

In Simulation 2, we consider a moderate number of predictor curves (p = 50). In this

case, the three methods considered in Simulation 1 are not available, and we compare our

method to the following methods which have sparse regularity and conduct variable selection:

the FPC-based regression using the group Lasso penalty (FPCA+gLasso) or group SCAD

penalty (FPCA+gSCAD), the wavelet-based Lasso method for functional linear regression

(wLasso), the wavelet-based weighted Lasso (wwLasso) and the wavelet-based adaptive Lasso

(waLasso). In Simulation 3, we consider a large number of predictor curves (p = 1000). We

use the same methods as in Simulation 2 except FPCA+gLasso, FPCA+gSCAD and waLasso

because the first two are very time-consuming and the last one is numerically instable in this

situation. We provide a short description, the implementation source, and references for these

methods in Table 1. For FPCA+gLasso and FPCA+gSCAD, for each predictor curve, we

choose the smoothness parameter in FPCA from the set {1e−7, 1e−5, 1e−3, 1e−1, 10, 1000}

and use the first 40 principal components which account for more than 95% of total varia-

tions in all situations. For other methods, we use the default cross-validation procedures to

select tuning parameters and/or the number of components. In all the three simulations, we

consider different dimensions for the response variables: m = 1, 5, and 10, respectively. We

apply the methods in Table 1 to each individual coordinate of the response vector.

For each setting in our simulations, we repeat the following procedure 100 times. In

each repeat, we generate 100 observations as the training set and 500 observations as the

test set. The training set is used to fit model and select tuning parameters, and the final
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model is applied to the test data to calculate the prediction errors for all the methods.

In all simulations, the noise vector ε = (ε1, . . . , εm) with εi’s independently generated from

N(0, σ2). We will consider two noise levels, σ2 = 0.1 and σ2 = 1. In all the three simulations,

the coefficients in model (1.1) are given by

µ = 1m, bj(t) = cMTβj(t) for 1 ≤ j ≤ p, (5.1)

where 1m is the m-dimensional vector with all entries equal to 1, and M is a 3×m matrix

given by

M =


1 1 1 1 1 . . .

1 −1 1 −1 1 . . .

1 1 −1 −1 1 . . .

 . (5.2)

The first row of M has all entries equal to 1. In the second row, 1 and −1 alternate, whereas

in the third row, (1, 1) and (−1,−1) alternate. βj(t)’s are all three dimensional vectors of

functions with specified forms provided in each simulation. c is a scaling constant so that

when σ2 = 1, the signal to noise ratio is equal to one.

5.1 Simulation 1

In this simulation, we consider p = 1 and omit the subscript j. β(t) = (β1(t), β2(t), β3(t))T

in (5.1) is given by β1(t) = sin(3πt), β2(t) = e−100(t−0.5)2 , β3(t) =
√
t. The intercept vector µ

and the coefficient vector b are obtained using (5.1). We generate the predictor curve from

X(t) =
50∑
k=1

{ζk1 sin(2kπt) + ζk2 cos(2kπt)} , 0 ≤ t ≤ 1, (5.3)

where ζk1, ζk2 ∼ N(0, 1/k2), 1 ≤ k ≤ 50, are all independent normal random variables. Let

{X`(t),Y` : 1 ≤ ` ≤ 100} and {Xtest,`(t),Ytest,` : 1 ≤ ` ≤ 500} denote the training data

set and test data set, respectively, where X`(t)’s and Xtest,`’s are independently generated

from (5.3). Y` = F` + ε` and Ytest,` = Ftest,` + εtest,`, where F` = µT +
∫ 1

0
X`(t)b(t)Tdt

and Ftest,` = µT +
∫ 1

0
Xtest,`(t)b(t)Tdt are the sample vectors of the regression function. The

sample predictor curves are all observed at 60 equally spaced points in [0, 1]. For our method

and pfr, 50 B-spline basis functions are used. For fpcr and fpls, we penalized on the second
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Table 1: Methods used for comparison.

Method Description package:function References

pfr penalized functional regression refund:pfr Ramsay and Silver-

man (2005); Gold-

smith et al. (2011)

fpcr functional principal component re-

gression on the first K FPC loadings

fda.usc:

fregre.pc.cv

Silverman (1996);

Yao et al. (2005)

fpls functional penalized partial least

square

fda.usc:

fregre.pls.cv

Preda and Saporta

(2005); Reiss and

Ogden (2007)

FPCA+

gLasso

regression on the first K FPC load-

ings with group LASSO penalty

fda.usc:fdata2pc,

grpred:cv.grpreg

Zhu and Cox (2009)

FPCA+

gSCAD

regression on the first K FPC load-

ings with group SCAD penalty

fda.usc:fdata2pc,

grpred:cv.grpreg

Lian (2013); Kong

et al. (2016)

wLasso wavelet-based Lasso in functional

linear regression

wavethresh:wv,

glmnet:cv.glmnet

Zhao et al. (2012)

waLasso wavelet-based adaptive Lasso in

functional linear regression

wavethresh:wv,

parcor:adalasso

Zhao et al. (2015)

wwLasso wavelet-based weighted Lasso in

functional linear regression

wavethresh:wv,

glmnet:cv.glmnet

Zhao et al. (2015)

derivative, use the default cross validation procedure to select the number of components

and select the smoothness parameter from the set {1e − 7, 1e − 5, 1e − 3, 1e − 1, 10, 1000}.

We compare the prediction errors for the regression functions defined by

MSPE =
1

500

∑500
`=1 ‖Ŷ

pred
` − Ftest,`‖2

A
m

,

where Ŷpred
` is the predicted response vector for the `-th observation in the test data. We

consider two types of distances. One is the l2 distance with A = Im, the identity matrix. The

other is determined by A = 1m1T
m which has all entries equal to 1. When m = 1, there is no

difference between the two types of distances, so we only consider m = 5, 10 for the second

type of distance. So we will consider ten settings which are combinations of two types of A,
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three m values and two σ2 values.

Table 2: The averages (and standard deviations) of MSPEs and running time of 100 replicates
for Simulation 1.

A σ2 m our method pfr fpcr fpls

MSPE

Im

0.1

1 0.010(0.006) 0.010(0.004) 0.014(0.006) 0.015(0.007)

5 0.007(0.002) 0.009(0.002) 0.011(0.003) 0.012(0.004)

10 0.006(0.001) 0.009(0.002) 0.012(0.002) 0.012(0.003)

1

1 0.088(0.077) 0.072(0.042) 0.098(0.057) 0.104(0.077)

5 0.061(0.026) 0.083(0.024) 0.101(0.029) 0.102(0.023)

10 0.058(0.015) 0.086(0.016) 0.103(0.019) 0.095(0.018)

1m1T
m

0.1
5 0.009(0.006) 0.010(0.006) 0.011(0.006) 0.016(0.011)

10 0.009(0.006) 0.019(0.011) 0.016(0.010) 0.042(0.019)

1
5 0.095(0.061) 0.150(0.062) 0.113(0.060) 0.114(0.042)

10 0.097(0.059) 0.171(0.058) 0.119(0.056) 0.111(0.047)

Running time (in second)

Im 0.1

1 0.262(0.018) 0.090(0.035) 2.117(0.048) 1.099(0.044)

5 0.414(0.014) 0.428(0.050) 10.430(0.059) 5.535(0.122)

10 0.427(0.012) 0.807(0.057) 20.841(0.075) 11.149(0.175)

1m1T
m 0.1

5 0.266(0.012) 0.425(0.051) 10.583(0.218) 5.617(0.171)

10 0.268(0.017) 0.834(0.061) 21.115(0.450) 11.333(0.308)

We report the averages and standard deviations of the MSPEs from 100 repeats in Table 2.

When the response is a scalar (m = 1), our method has lower MSPEs than fpcr and fpls,

and has similar or a little higher prediction errors than pfr. When m > 1, the prediction

errors of our method are the lowest. In some settings, our method significantly improves

the prediction accuracy compared to the other three methods. For example, when m = 10

and σ2
2 = 1, in the usual l2 distance, the MSPEs of the other three methods are higher than

ours by 48%∼ 78%. When A = 1m1T
m, m = 10 and σ2

2 = 0.1, the MSPEs of the other three

methods are higher by 71%∼360%.

We also summarize the averaged running time of each method over 100 iterations in
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Table 2, but only for the case of σ2 = 0.1. The running times for σ2 = 1 are similar. When

m = 1, the pfr is the most computational efficient. The running times of pfr, fpcr and fpls

all increases approximately linearly with m . The running time of our method depends on

the number of chosen components. When A = Im, our method chooses 1 component when

m = 1, and chooses 3 or 4 components for both m = 5 and 10 in all repeats. So the running

time for m = 5 and 10 are close. When A = 1m1T
m, only one component is chosen for both

m = 5 and m = 10, and hence the running times are close to those of A = Im and m = 1.

5.2 Simulation 2

We consider a moderate number p = 50 of predictor curves. To model the correlation

between functional predictors, we first independently generate Wi(t), 1 ≤ i ≤ 60, from the

Gaussian process with mean 0 and covariance function ΣX(t, t′) = e−{30(t−t′)}2 . Then the

j-th predictor curve is generated by Xj(t) =
∑10

i=1 Wj+i(t)/i for 1 ≤ j ≤ 50. A stronger

correlation exists between Xi(t) and Xj(t) when i and j are closer. For the 3-dimensional

vector βj(t) = (βjk(t), k = 1, 2, 3), 1 ≤ j ≤ 50, in (5.1), we choose the following forms. Only

the first five βj(t) are nonzero and their coordinates are given by

β1k(t) = tk, β2k = cos(kπt), β3k(t) = 1/(k + t), β4k(t) = ln(k + t), β5k(t) = e−kt
2

for 1 ≤ k ≤ 3. So bj(t) = 0 for 6 ≤ j ≤ 50, and only the first five predictor curves are

true features. As we will compare our method with the wavelet-based methods which need

the fast wavelet transformation and require that the number of observation points for the

sample predictor curves is a power of two, in this simulation and Simulation 3, each sample

predictor curve is observed at 64 equally spaced points in [0, 1].

We fix A to be the identity matrix and consider six settings: σ2 = 0.1, 1 and m = 1, 5, 10.

We report the averages and standard deviations of the MSPEs from 100 repeats in Table 3.

In all settings, our method has the lowest prediction error. The high prediction errors of the

FPCA based methods may be because in this situation, the generated PC components, which

only contain information in the predictor curves, are not enough to capture the relationships

between the predictor curves and the response.
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Table 3: The averages (and standard deviations) of MSPEs, sensitivities and specificities of
100 replicates in Simulation 2.

MSPE

σ2 m our method FPCA+gSCAD FPCA+gLasso wLasso waLasso wwLasso

0.1

1 0.050(0.016) 0.540(0.121) 0.350(0.126) 0.095(0.023) 0.083(0.019) 0.076(0.024)

5 0.053(0.009) 0.637(0.090) 0.385(0.062) 0.100(0.015) 0.082(0.014) 0.078(0.012)

10 0.041(0.006) 0.642(0.115) 0.429(0.080) 0.106(0.015) 0.086(0.011) 0.081(0.012)

1

1 0.161(0.084) 0.922(0.095) 0.804(0.180) 0.323(0.093) 0.263(0.108) 0.266(0.099)

5 0.160(0.033) 0.893(0.069) 0.780(0.103) 0.328(0.060) 0.303(0.058) 0.269(0.057)

10 0.155(0.027) 0.877(0.067) 0.762(0.083) 0.343(0.042) 0.332(0.042) 0.280(0.046)

Sensitivity

0.1

1 0.994(0.034) 0.564(0.197) 0.786(0.188) 0.982(0.058) 0.638(0.084) 0.994(0.034)

5 1.000(0.000) 0.726(0.209) 0.956(0.101) 1.000(0.000) 0.764(0.128) 1.000(0.000)

10 1.000(0.000) 0.856(0.136) 1.000(0.000) 1.000(0.000) 0.854(0.127) 1.000(0.000)

1

1 0.870(0.131) 0.224(0.185) 0.448(0.307) 0.734(0.203) 0.448(0.166) 0.752(0.180)

5 0.995(0.030) 0.525(0.211) 0.875(0.235) 0.989(0.047) 0.657(0.125) 0.995(0.030)

10 1.000(0.000) 0.617(0.143) 0.925(0.129) 1.000(0.000) 0.794(0.143) 1.000(0.000)

Specificity

0.1

1 0.747(0.095) 0.998(0.006) 0.920(0.085) 0.689(0.189) 0.995(0.012) 0.698(0.179)

5 0.135(0.130) 0.983(0.035) 0.764(0.133) 0.119(0.104) 0.932(0.055) 0.162(0.115)

10 0.142(0.084) 0.965(0.037) 0.625(0.164) 0.011(0.019) 0.851(0.070) 0.037(0.044)

1

1 0.924(0.108) 0.996(0.011) 0.929(0.077) 0.766(0.228) 0.976(0.040) 0.827(0.173)

5 0.188(0.176) 0.984(0.037) 0.727(0.153) 0.304(0.170) 0.877(0.100) 0.406(0.181)

10 0.081(0.147) 0.965(0.050) 0.626(0.196) 0.110(0.102) 0.773(0.111) 0.151(0.101)

Among the three wavelet-based methods, as expected, the waLasso and wwLasso perform

better than the wLasso, with the wwLasso slightly better than the waLasso. When σ2 =

0.1, our method on average selects 2.96 components for m = 5 and 3.46 components for

m = 10. When σ2 = 1, the average numbers of selected components reduce to 1.10 and

1.31, respectively. Therefore, less components are chosen when the noise becomes larger,

which can be explained by the bias-variance balance. A larger number of components leads
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to a smaller bias and a larger variance in prediction error. So when the noise is large, the

prediction error is dominated by variance and our method tends to reduce the variance by

choosing less components.

We also summarize the sensitivity and specificity for feature selection over 100 repeats

in Table 3. In most of settings (except m = 1 and σ2 = 1), the average sensitivity of our

method is very close to 1, which implies that our method choose all true features in almost

all 100 repeats. When m = 1 and σ2 = 1, the average sensitivity of our method is larger

than all other methods. The specificity of our method is much smaller than the PFCA based

methods and the waLasso, and also smaller than wLasso and wwLasso when m > 1 and

σ2 = 1, which implies that our method chooses more features than others. The wwLasso,

which has the second lowest MSPE in most cases, also tends to have a large sensitivity and

a small specificity. So it is possible that wwLasso and our method improves the prediction

accuracy by borrowing the correlation among the predictor curves. The waLasso selects less

variables and has lower sensitivity and higher specificity than wLasso and wwLasso. This is

consistent with the findings in Zou (2006) and Huang et al. (2008) that the adaptive Lasso

chooses less variables than Lasso.

5.3 Simulation 3

We consider a large number p = 1000 of predictor curves. To generate the 1000-dimensional

vector of predictor curves with correlations, we first draw 1005 independent sample curves

{Wi(t): 1 ≤ i ≤ 1005} each of which has the form W (t) =
∑50

k=1{ζk1 sin(2kπt) +

ζk2 cos(2kπt)}, where ζk1, ζk2 ∼ N(0, 1/k2), 1 ≤ k ≤ 50, are independent normal ran-

dom variables. Then let X(t) = (X1(t), . . . , X1000(t))T with Xj(t) =
∑5

i=1Wj+i(t)/5 for

1 ≤ j ≤ 1000. As in Simulation 2, we only set five true features but not the first five.

Specifically, all bj(t)’s are zero except b1(t),b11(t),b21(t),b31(t),b41(t) which takes form as

in (5.1), where for 1 ≤ k ≤ 3, we choose

β1k(t) = 2(t+ 1)e−kt, β11,k = sin(kπt/2)/
√
t+ 1, β21,k(t) = 3 sinh(−t)/k + t2,

β31,k(t) = 0.5(1 + t)k cos(kπt), β41,k(t) = tan(t)/(1 + kt2).
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Then we generate the training data and test data. When p = 1000, as the FPCA-based

methods are very time consuming and the R implementation of the waLasso frequently meets

with numerical problems and does not provide proper outputs, we drop these methods in

this simulation. We summarize the results in Table 4.

Table 4: The averages (and standard deviations) of MSPEs of 100 replicates in Simulation
3.

MSPE

σ2 m our method wLasso wwLasso

0.1

1 0.343(0.102) 0.805(0.154) 0.598(0.152)

5 0.168(0.035) 0.471(0.051) 0.377(0.062)

10 0.132(0.029) 0.419(0.044) 0.346(0.052)

1

1 0.841(0.240) 1.004(0.092) 0.949(0.121)

5 0.454(0.114) 0.752(0.063) 0.724(0.102)

10 0.317(0.062) 0.723(0.054) 0.689(0.077)

Same as in Simulation 2, our method has the lowest prediction error, followed by the

wwLasso, and the wLasso has the highest MSPE. For this large p, the average MSPEs of

all methods decrease when m increases, and the superiority of our method is more obvious

when m is bigger. For example, the average MSPE of wwLasso is 74%, 124% and 162%

higher than ours when σ2 = 0.1 and m = 1, 5, 10, respectively. When σ2 = 1, the wwLasso

has average MSPE 12%, 59% and 117% higher than ours for m = 1, 5 and 10, respectively.

We provide the averaged sensitivity and specificity for variable selection in Table S.1

in supplementary material. In this simulation, our method has the highest sensitivity and

has similar specificity as other two methods in all settings. When σ2 = 0.1, the averaged

number of the selected components in our method is 3.35 for m = 5 and 3.22 for m = 10,

and When σ2 = 0.1, they are 2.66 for m = 5 and 2.97 for m = 10. So as in Simulation 2,

less components are chosen for larger noise. When σ2 = 0.1, the averaged running time of

our method is 41 seconds for m = 1, 270 seconds for m = 5 and 307 seconds for m = 10
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6 Applications

6.1 Corn data

This data set consists of 80 samples of corn. Each sample contains contains the moisture,

oil, protein and starch values of corn, together with its near-infrared (NIR) spectrum curve

with wavelength range from 1100nm to 2498nm at every 2 nm. This data set is available

at Eigenvector Research (http://www.eigenvector.com/data/Corn/index.html). People are

interested in predicting the values of the four variables of corn based on the NIR spectrum

curve. So we consider the NIR spectrum curve as our functional predictor and plot them,

together with the centered versions, in Figure 2. The four response variables are all cen-

tered and scaled to have variance one, and their histograms are shown in Figure S.1 in

supplementary material.
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Figure 2: The orignal and centered NIR spectra curves of 80 samples in corn data.

As there is only one functional predictor, we apply all the methods used in Simulation

1 to this data set and compare their prediction performance. We perform 100 iterations,

and in each iteration, we randomly split the total 80 observations into a training set with 60

observations and a test set with 20 observations. For all the four methods, we fit model and

choose tuning parameters using the training data and calculate the MSPE for the response

vector using the test set. Moreover, to evaluate the goodness of fitting, we also calculate the
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R2 using the following formula for each method in each repeat,

R2 = 1−
∑60

`=1 ‖Ŷfitted,` −Ytrain,`‖2
2∑60

`=1 ‖Ytrain,` −Ytrain‖2
2

, (6.1)

where the four-dimensional vector Ytrain,` is the `-th observation of the response in the

training set, and Ŷfitted,` is the corresponding fitted value, 1 ≤ ` ≤ 60. The average (and

standard deviation) of the MSPEs over 100 repeats is 0.18 (0.03) for our method, 0.25 (0.06)

for pfr, 0.34 (0.06) for fpcr and 0.20 (0.04) for fpls. The average (and standard deviation) of

the R2’s over 100 repeats is 91% (1%) for our method, 84% (4%) for pfr, 76% (2%) for fpcr

and 88% (1%) for fpls. In all 100 repeats, our method chose either three or four components.

Finally, applying our method to all 80 observations, we obtain a model which is built

upon four components. The ratio of the four estimators σ̂2
k of σ2

k, 1 ≤ k ≤ 4, is 0.51 : 0.34 :

0.14 : 0.01. We plot the estimators α̂k(t)’s of the functions αk(t) for the four components in

Figure 3.
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Figure 3: The estimators α̂k(t), 1 ≤ k ≤ 4.

6.2 Simultaneous EEG-fMRI data

In this section, we apply the proposed method to a simultaneous EEG-fMRI data set

(https://openfmri.org, access number ds000116) from the project “Auditory and Visual Odd-
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ball EEG-fMRI”. This data set contains 102 observations recorded in 102 runs, each of which

lasts 340 seconds. During each run, 125 total visual (or auditory) stimuli were presented and

each of them lasts 200 ms followed by a 2 ∼ 3 seconds intertrial interval. For the background

and details of the experiments, we refer the reader to Walz et al. (2013). In each observation,

both fMRI time series and EEG time series are simultaneously recorded for the subject. We

will extract the multivariate response from EEG data and predictor curves from fMRI data.

The EEG data were recorded with sampling rate 1,000 Hz and has been preprocessed

to remove gradient-artifact and be re-referenced to 34-channel electrode space (Walz et al.,

2013). So in each observation, the EEG data contains 34 times series each of which has

340, 000 observation time points. It is known that the fluctuations of EEG power spectrum

in different frequency bands are related to different brain activities. For example, the gamma

frequency band (between 25Hz and 100Hz) is thought to be related to visual (Gray et al.,

1989; Engel et al., 1991; Fries et al., 2001; Womelsdorf et al., 2006), auditory (Brosch et al.,

2002; Edwards et al., 2005), and other sensory processing. For each observation, we calcu-

late a gamma power spectrum using “Chronux”(Mitra Lab in Cold Spring Harbor Laboratory

(2014)), a popular software package implemented as a Matlab library for the analysis of neu-

ral data. The 34 EEG time series for 34 channels are combined to calculate a gamma power

spectrum for each observation. Examples of gamma power spectrum for two observations

are plotted in the top of Figure S.2 in supplementary material. There are many peaks in

these spectrum curves and the numbers and positions of these peaks may vary for different

observations. We identify ten common peaks which are plotted in the bottom of the of

Figure S.2 in supplementary material. We use the integral of each of ten peaks as a measure

of its magnitude. The ten magnitude values for the ten peaks form our ten-dimensional

multivariate response. As the values of the magnitudes are highly skewed distributed, we

transform the response using the function
√

ln(1 + u), and scale the transformed values such

that each coordinate of the ten-dimensional response vector has sample variance one.

The fMRI data contain 170 three-dimensional images obtained every 2 seconds. Each

fMRI image is divided into 64 × 64 × 32 = 131072 voxels. Therefore, in each of 102 obser-

vations, the fMRI data can be viewed a collection of 131072 time series curves. We process

the time series in fMRI data in two different ways and consider two different functional re-
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gression models.

(1). Using regions of interest (ROI).

We partition the brain voxels into 68 ROIs using the WFU PickAtlas Tools (Lancaster et al.,

1997, 2000; Maldjian et al., 2003) in Matlab SPM12 (Ashburner et al., 2014) and based on

TD Brodmann areas of human brain (Brodmann, 1909). We average the time series curves

for all voxels in each ROI and use the p = 68 averaged time series curves as functional

predictors.

Since the number p of predictor curves is close to that in Simulation 2, we apply all the

methods used in Simulation 2 to this model (except the waLasso due to computational insta-

bility), and compare their prediction performance. We perform 100 iterations, and in each

iteration, we randomly split the 102 observations into the training set with 80 observations

and the test set with 22 observations. As in corn data, we calculate not only the MSPE

but also the R2. We provide the averaged MSPE and R2 in Table 5. Among the 68 ROIs,

there are 33 ROIs selected in all the 100 iterations by our method (illustrated in Figure 4).

The activities in those regions may be related to the fluctuations of the spectrum at the ten

peaks.

Table 5: The averages (and standard deviations) of MSPEsand R2 in the first model for the
simultaneous EEG-fMRI data.

our method FPCA+gSCAD FPCA+gLasso wLasso wwLasso

MSPE 0.300(0.096) 1.028(0.177) 1.024(0.196) 1.037(0.176) 1.040(0.177)

R2 0.858(0.020) 0.015(0.018) 0.037(0.045) 0.12(0.08) 0.040(0.030)

(2). Using individual voxel time series.

In the second model, we work on the voxel time series directly. With a pre-screen procedure

described in Section S.3.3 in supplementary material, we select p = 3559 voxels and use their

time series curves as our predictive curves. We plot 200 among 3559 predictive curves of

one sample in Figure S.3 in the supplementary material and show the positions of the 3559

voxels in the brain images in Figure S.4 in the supplementary material.

Using the fMRI time series curves of the 3559 voxels as functional predictors, we apply
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the three methods in Simulation 3 to this model. As in the first model above, we perform 100

iterations, and in each iteration, we randomly split the 102 observations into the training set

with 80 observations and the test set with 22 observations. The average (standard deviation)

of the MSPEs are 0.176(0.029) for our method, 1.023(0.175) for wLasso and 1.044(0.186) for

wwLasso. So using individual voxel curves, in our method, the prediction error is decreased

by 41% compared to the model using ROIs. However, directly using individual voxel curves

makes it difficult to identify the regions in brain which are related to the response.

7 Discussion

In this paper, we consider functional linear regression model with multivariate response and

functional predictors, where the number of functional predictors p can be small or large.

We identify the optimal dimension reduction for the estimation of the regression function

and prediction and for any Euclidean distance in general family (including the l2 distance).

The we propose methods for estimation of the optimal dimension reduction, fit the model

and make prediction. When p is large, we propose a simultaneous sparse-smooth penalty

to improve the estimation and prediction accuracy. We provide the asymptotic convergence

rates of the estimation error for regression function and the prediction error when both

the sample size and the number of predictive curves go to infinity. We propose algorithms

which can be applied to the model with thousands of predictive curves. Intensive simulation

studies and applications to two real data sets illustrate that our method have good predictive

performance for multivariate response in the cases of both small and large number of predictor

curves.

Motivated by the improvement of the predictive accuracy of the wavelet Lasso method by

the adaptive and weighted Lasso, we will explore more adaptive revision of our simultaneous

sparse-smooth penalty to improve the performance of our method.
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Figure 4: The axial slices (which separate the bottom from the top of the brain) with the 33
ROIs (red colors) commonly selected in 100 iterations for the first model in the simultaneous
EEG-fMRI data.

33



References

Adams, R. A. and Fournier, J. J. (2003) Sobolev spaces, vol. 140. Academic press.

Ashburner, J., Barnes, G., Chen, C., Daunizeau, J., Flandin, G., Friston, K., Kiebel, S.,

Kilner, J., Litvak, V., Moran, R. et al. (2014) Spm12 manual. Wellcome Trust Centre for

Neuroimaging, London (UK).

Brodmann, K. (1909) Vergleichende Lokalisationslehre der Grosshirnrinde in ihren Prinzip-

ien dargestellt auf Grund des Zellenbaues. Barth.

Brosch, M., Budinger, E. and Scheich, H. (2002) Stimulus-related gamma oscillations in

primate auditory cortex. Journal of neurophysiology, 87, 2715–2725.

Brown, P. J., Fearn, T. and Vannucci, M. (2001) Bayesian wavelet regression on curves with

application to a spectroscopic calibration problem. Journal of the American Statistical

Association, 96, 398–408.

Cardot, H., Ferraty, F. and Sarda, P. (1999) Functional linear model. Statistics and Proba-

bility Letters, 45, 11–22.

Cardot, H., Ferraty, F. and Sarda, P. (2003) Spline estimators for the functional linear model.

Statistica Sinica, 13, 571–592.

Delaigle, A. and Hall, P. (2012) Methodology and theory for partial least squares applied to

functional data. The Annals of Statistics, 40, 322–352.

Edwards, E., Soltani, M., Deouell, L. Y., Berger, M. S. and Knight, R. T. (2005) High

gamma activity in response to deviant auditory stimuli recorded directly from human

cortex. Journal of neurophysiology, 94, 4269–4280.

Engel, A. K., König, P., Kreiter, A. K. and Singer, W. (1991) Interhemispheric synchroniza-

tion of oscillatory neuronal responses in cat visual cortex. Science, 252, 1177–1179.

Fries, P., Reynolds, J. H., Rorie, A. E. and Desimone, R. (2001) Modulation of oscillatory

neuronal synchronization by selective visual attention. Science, 291, 1560–1563.

34



Goldsmith, J., Bobb, J., Crainiceanu, C. M., Caffo, B. and Reich, D. (2011) Penalized

functional regression. Journal of Computational and Graphical Statistics, 20.

Gray, C. M., König, P., Engel, A. K., Singer, W. et al. (1989) Oscillatory responses in

cat visual cortex exhibit inter-columnar synchronization which reflects global stimulus

properties. Nature, 338, 334–337.

Huang, J., Ma, S. and Zhang, C.-H. (2008) Adaptive lasso for sparse high-dimensional re-

gression models. Statistica Sinica, 1603–1618.

Kong, D., Xue, K., Yao, F. and Zhang, H. H. (2016) Partially functional linear regression in

high dimensions. Biometrika, 103, 147–159.

Lancaster, J., Summerln, J., Rainey, L., Freitas, C. and Fox, P. (1997) The talairach daemon,

a database server for talairach atlas labels. Neuroimage, 5, S633.

Lancaster, J. L., Woldorff, M. G., Parsons, L. M., Liotti, M., Freitas, C. S., Rainey, L.,

Kochunov, P. V., Nickerson, D., Mikiten, S. A. and Fox, P. T. (2000) Automated talairach

atlas labels for functional brain mapping. Human brain mapping, 10, 120–131.

Lian, H. (2013) Shrinkage estimation and selection for multiple functional regression. Sta-

tistica Sinica, 51–74.

Maldjian, J. A., Laurienti, P. J., Kraft, R. A. and Burdette, J. H. (2003) An automated

method for neuroanatomic and cytoarchitectonic atlas-based interrogation of fmri data

sets. Neuroimage, 19, 1233–1239.

Mitra Lab in Cold Spring Harbor Laboratory (2014) Chronux analysis software.

http://chronux.org/.

Preda, C. and Saporta, G. (2005) Pls regression on a stochastic process. Computational

Statistics & Data Analysis, 48, 149–158.

Ramsay, J. O. and Dalzell, C. (1991) Some tools for functional data analysis. Journal of the

Royal Statistical Society. Series B (Methodological), 539–572.

35



Ramsay, J. O. and Silverman, B. W. (2005) Functional Data Analysis. 2nd Edition. New

York: Springer.

Reiss, P. T., Huo, L., Zhao, Y., Kelly, C. and Ogden, R. T. (2015) Wavelet-domain regression

and predictive inference in psychiatric neuroimaging. The annals of applied statistics, 9,

1076.

Reiss, P. T. and Ogden, R. T. (2007) Functional principal component regression and func-

tional partial least squares. Journal of the American Statistical Association, 102, 984–996.

Silverman, B. W. (1996) Smoothed functional principal components analysis by choice of

norm. The Annals of Statistics, 24, 1–24.

Walz, J. M., Goldman, R. I., Carapezza, M., Muraskin, J., Brown, T. R. and Sajda, P.

(2013) Simultaneous eeg-fmri reveals temporal evolution of coupling between supramodal

cortical attention networks and the brainstem. Journal of Neuroscience, 33, 19212–19222.

Womelsdorf, T., Fries, P., Mitra, P. P. and Desimone, R. (2006) Gamma-band synchroniza-

tion in visual cortex predicts speed of change detection. Nature, 439, 733–736.

Yao, F., Müller, H.-G. and Wang, J.-L. (2005) Functional linear regression analysis for

longitudinal data. The Annals of Statistics, 33, 2873–2903.

Zhao, Y., Chen, H. and Ogden, R. T. (2015) Wavelet-based weighted lasso and screen-

ing approaches in functional linear regression. Journal of Computational and Graphical

Statistics, 24, 655–675.

Zhao, Y., Ogden, R. T. and Reiss, P. T. (2012) Wavelet-based lasso in functional linear

regression. Journal of Computational and Graphical Statistics, 21, 600–617.

Zhu, H. and Cox, D. D. (2009) A functional generalized linear model with curve selection

in cervical pre-cancer diagnosis using fluorescence spectroscopy. Lecture Notes-Monograph

Series, 173–189.

Zou, H. (2006) The adaptive lasso and its oracle properties. Journal of the American statis-

tical association, 101, 1418–1429.

36


